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Computing the sweep surface of a moving 3D solid is a fundamental prob-

lem in computer graphics. The problem is particularly challenging when

the solid is piecewise-smooth, which yields a complex network of sharp

features on the sweep surface. Few methods can model these features, and

they are all limited to rigid-body motions (translation and rotation). We

present the first feature-aware method to surface the sweep of a deforming

piecewise-smooth shape. Our method works on any input represented as

a 4D time-varying CSG, allowing changes to both geometry and topology

during sweeping. Our technical contributions include a generalization of

the lifted sweeping formulation from smooth functions to CSG functions,

and robust algorithms for discretizing multiple intersecting implicit surfaces

in arbitrary dimensions. We demonstrate our algorithm for capturing the

sharp features on the sweep surface under both rigid and non-rigid motions.
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1 Introduction
The sweep surface of a moving shape is the boundary of the volume

swept by the shape. Such surfaces are useful in a wide range of appli-

cation domains. In engineering, sweep surfaces help design moving

parts (e.g., gears) that fit each other in an assembly. In manufactur-

ing, the simulation of machining relies on accurate modeling of the

sweep surface of the milling tool. In robotics, sweep surfaces are

useful for designing collision-free paths. Sweeping is also a common

modeling metaphor used by designers and artists.

In most of these applications, sweeping is performed on man-
made shapes, which are characterized by a piecewise-smooth bound-

ary containing sharp edges and corners. The resulting sweep surface

is also piecewise smooth and often rich in sharp features, many of

which are swept by the sharp features on the shape (see Figure 1).

Authors’ Contact Information: Jianjun Xia, Washington University in St. Louis, USA,

jianjun.x@wustl.edu; Qingnan Zhou, Adobe Research, USA, qzhou@adobe.com; Yiwen

Ju, Washington University in St. Louis; Stability AI, USA, yiwen.ju@wustl.edu; Xingyi

Du, Tencent, USA, xingyidu@global.tencent.com; Nathan Carr, Adobe Research, USA,

ncarr@adobe.com; Tao Ju, Washington University in St. Louis, USA, taoju@wustl.edu.

This work is licensed under a Creative Commons Attribution 4.0 International License.

© 2026 Copyright held by the owner/author(s).

ACM 1557-7368/2026/12-ART185

https://doi.org/10.1145/3842580

Fig. 1. A deforming CSG shape (top, a moving tetrahedron subtracted by
a growing sphere), showing frames in two views colored by time, and the
sweep surface computed by our method (bottom). Red, blue, and green
curves are shape edges at the start and finish of the sweep, creases swept
by the shape corners, and self-intersections of the sweep volume.

These features not only enhance the visual fidelity of the sweep

surface, but are also important for feature analysis and downstream

feature-aware design.

While sweeping has been extensively studied in the past, only a

few methods are designed for piecewise-smooth shapes, and even

fewer can model the sharp edges on the sweep surface [Adsul et al.

2016; Conkey and Joy 2000; Rossignac et al. 2007]. Thesemethods are

all limited to sweeping shapes under rigid-bodymotions (translation

and rotation). However, shapes often deform while sweeping in

practical scenarios. For example, tools may warp under thermal

and mechanical stress during manufacturing, robots may bend at

joints as they move, and reconfigurable structures may extend or

retract. Allowing deformation in sweep-based modelling can also

offer designers and artists a larger design space. Although methods
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exist for sweeping deformable shapes [Blackmore et al. 1994; Erdim

and Ilieş 2008; Ju et al. 2025], none can capture the sharp features

resulting from sweeping a piecewise-smooth shape.

In this paper, we propose an algorithm for sweeping a piecewise-

smooth 3D shape that not only models the sharp features on the

sweep surface but also accommodates non-rigid shape deformations.

We consider any sweep defined by a Constructive Solid Geometry

(CSG) in the 4-dimensional, spatial-temporal domain, which applies

set operators (union, intersection, difference) on a group of moving

and deforming smooth shapes. The flexible representation allows

changes in both the geometry and topology of the piecewise-smooth

shape over time. Our method produces a watertight mesh equipped

with the various types of sharp features of the sweep surface, in-

cluding edges and corners of the piecewise-smooth shape at the

start and end of sweeping, creases swept by the sharp corners of the

shape, and the self-intersections of the sweep volume (see Figure 1).

Our method builds upon a recent method for sweeping a deform-

ing smooth shape by Ju et al. [2025]. Using a lifted formulation,

this method can model the sharp creases where the sweep volume

intersects itself by first computing a smooth surface in 4D (called

the lifted envelope) and trimming its 3D projection (the envelope).
We extend their method to sweep a piecewise-smooth deforming

shape and further capture the sharp edges on the sweep surface

originating from the sharp features on the shape. The extension

involves the following contributions in theory and algorithms:

(1) Theoretically, we extend the lifted formulation in [Ju et al.

2025] from a smooth function to a piecewise-smooth function

(Section 4). Specifically, we introduce a new component on

the lifted envelope, called the “sharp contours” (Section 4.2),

generalize the winding-number-based characterization of the

sweep surface (Section 4.3), and analyze the sharp features

on the sweep surface (Section 4.4).

(2) Algorithmically, to compute the piecewise-smooth lifted en-

velope in 4D, we design a general algorithm for computing

the arrangement of implicit surfaces in arbitrary dimensions

(Section 6.1), together with a robust treatment for zero-level

sets of pairwise difference functions (Section 6.2). We also

extend the 4D grid refinement algorithm of [Ju et al. 2025] to

a piecewise-smooth function (Section 7).

2 Related works

2.1 Sweeping
We briefly review existing methods for computing sweep surfaces,

with an eye towards sharp features and deformable shapes.

2.1.1 Rigid sweeping of smooth shapes. The structure of the sweep
surface of a smooth shape in rigid motion is well-understood [Black-

more and Leu 1992; Martin and Stephenson 1990]. The sweep surface

is a subset of the envelope, a self-intersecting surface made up of

characteristic curves, which in turn consists of surface points whose

velocity vectors are tangent to the surface. The actual computation,

however, is far from straightforward, as it involves solving systems

of nonlinear equations. Precise, analytical surfaces are only known

for simple classes of surfaces [Abdel-Malek and Yeh 1997; Rabl et al.

2008; Wang and Wang 1986]. Methods for handling more general

shapes typically compute characteristic curves at discrete times and

connect them into surfaces by point-based surfacing [Blackmore

and Leu 1992; Blackmore et al. 1997; Peternell et al. 2005], form-

ing triangle strips [Yang and Abdel-Malek 2005], or approximating

by parametric surfaces [Adsul et al. 2015; Weinert et al. 2004; Xu

et al. 2007]. While these methods can identify sharp intersections

of the envelope, connecting characteristic curves and trimming the

envelope are highly non-trivial for complex shapes and motions.

Alternatively, the sweep surface can be formulated implicitly as

the level set of a distance field. A straightforward way to obtain

this field is by combining the distance fields at discrete time stamps

[Schroeder et al. 1994; Sourin and Pasko 1995], but this stamping
approach creates notable artifacts on the level set. Smoother and

more accurate distances can be computed by intersecting the reverse

trajectories of grid points with the shape [Erdim and Ilieş 2008, 2010;

Ilies and Shapiro 1999;Wang et al. 2025] or continuously tracking the

sweep surface in space-time [Sellán et al. 2021]. While the implicit

methods guarantee a water-tight surface, the robustness comes at

the cost of losing sharp features due to the discretization of the

implicit surface (see results of [Sellán et al. 2021] in Figure 2 (b)).

2.1.2 Sweeping piecewise-smooth shapes. The sweep surface of a

piecewise-smooth shape has a richer set of sharp features than

sweeping smooth shapes. Besides self-intersections of the envelope,

corners of the shape may sweep to form sharp edges on the sweep

surface, and some sharp features of the shape at the start and end

of the sweep may remain on the sweep surface (see Figure 2 (d)).

While a few methods can model all these features, most of them are

designed for limited classes of shapes, such as polyhedra made up

of flat polygons [Abrams and Allen 1995; Campen and Kobbelt 2010;

Weld and Leu 1990], trivariate Bezier solids [Conkey and Joy 2000;

Madrigal and Joy 1999], and simple B-rep shapes [Abdel-Malek et al.

2001; Kieffer and Litvin 1991]. Only a handful of methods can deal

with general B-reps, either in screw motion [Rossignac et al. 2007]

or arbitrary rigid motion [Adsul et al. 2016; Machchhar et al. 2017].

All of these methods work by computing, trimming, and con-

necting the trajectory of individual boundary elements. This ap-

proach has inherent difficulties in handling a deforming sweep,

where both the geometry and connectivity of the boundary ele-

ments may change with time. Furthermore, no sweeping methods

have been designed for CSGs, which are more flexible than B-reps

in describing shapes with changing geometry and topology.

2.1.3 Deformable sweeping. Works on sweeping deformable shapes

are scarce and often limited to specific classes of deformations,

such as affine motions [Erdim and Ilieş 2008, 2010] and diffeomor-

phisms [Blackmore et al. 1994]. Implicit methods, such as stamp-

ing [Schroeder et al. 1994; Sourin and Pasko 1995] and space-time

tracking [Sellán et al. 2021], can be potentially applied to arbitrary

deformations (invertible or not) defined by a space-time function,

but they cannot capture sharp features on the sweep surface.

To our knowledge, [Ju et al. 2025] is the only method that can

sweep smooth shapes under arbitrary deformations and produce the

sharp creases where the envelope self-intersects (see a review of this

method in Section 3). However, it cannot recover the sharp edges
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Fig. 2. Comparing [Sellán et al. 2021] (b), [Ju et al. 2025] (c), and ours (d) on sweeping a rolling tetrahedron (a). The surface of [Sellán et al. 2021] has no sharp
features, and [Ju et al. 2025] only retains the sharp edges where the envelope self-intersects (green curves). Our method additionally captures sharp edges
swept by the corners of the tetrahedron (blue), as well as those on the shape at the start and finish of the sweep (red).

on the sweep surface swept by the sharp features of a piecewise-

smooth shape (see Figure 2 (c)). We build on this method to capture

the full set of sharp features on the sweep surface (Figure 2 (d))

while retaining the ability to handle arbitrary deformations.

2.2 Computing implicit surfaces and arrangement
Extracting level sets of implicit functions, also known as contouring,

has been extensively studied [De Araújo et al. 2015]. Most methods

are designed for contouring a single function, such as Marching

Cubes and Marching Tetrahedra. Some methods extract the inter-

section of 𝑘 level sets in R𝑛
, which are generally (𝑛 − 𝑘)-manifolds

[Allgower and Schmidt 1985; Boissonnat et al. 2023], but they do

not produce the level set surfaces themselves. Only a handful of

methods compute the arrangement of multiple implicit surfaces,

which is a spatial decomposition that includes the level sets and

their intersections [Bagley et al. 2016; Du et al. 2022; Kim et al. 2000].

However, these methods are limited to 3D, as they either rely on tes-

sellation stencils or contouring heuristics tailored for 3D polyhedra.

To the best of our knowledge, no existing algorithm can compute

the arrangement of multiple implicit surfaces in higher (≥ 4) dimen-

sions. We will present such an algorithm as part of discretizing the

silhouette set (Section 6).

3 Lifted sweeping: a review
Our method directly builds on the work by Ju et al. [2025], who

define and compute the surface of a smooth sweep by lifting it to a

higher dimension. For completeness, we will first briefly review the

key results of their method.

We consider a sweep in R𝑛
defined implicitly by a generic, 𝐶2

-

continuous sweep function 𝑓 (𝑥, 𝑡), where 𝑥 ∈ R𝑛
and 𝑡 ∈ [0, 1], so

that 𝑓 (𝑥, 𝑡) < 0 if 𝑥 is inside the shape at time 𝑡 . The sweep volume

is the set of all points 𝑥 such that 𝑓 (𝑥, 𝑡) < 0 for some 𝑡 . We assume

that the sweep volume is bounded, and the boundary is called the

sweep boundary or sweep surface. As a 2D example, Figure 3(a) shows

the sweep volume and boundary of a disk moving in a loopy path.

We will use this example to explain the concepts below.

3.1 Lifting the sweep
We define the lifted sweep volume as the set of all {𝑥, 𝑡} ∈ R𝑛+1

where 𝑓 (𝑥, 𝑡) < 0. Its boundary, a smooth 𝑛-manifold defined by the

zero-level set 𝑓 (𝑥, 𝑡) = 0, is called the sweep set (Figure 3 (c)). The
sweep volume in R𝑛

is the projection of the lifted sweep volume,

and the sweep boundary in R𝑛
is the projection of the “silhouette”

of the sweep set. A point {𝑥, 𝑡} on the silhouette can be classified

by local differential properties as one of three types,

• Contour : 𝑡 ∈ (0, 1), 𝑓 (𝑥, 𝑡) = 0, 𝑓 ′ (𝑥, 𝑡) = 0.

• Bottom cap: 𝑡 = 0, 𝑓 (𝑥, 𝑡) = 0, 𝑓 ′ (𝑥, 𝑡) > 0.

• Top cap: 𝑡 = 1, 𝑓 (𝑥, 𝑡) = 0, 𝑓 ′ (𝑥, 𝑡) < 0.

Here, 𝑓 ′ = 𝜕𝑓 /𝜕𝑡 is the time derivative. The union of these three

types is called the lifted envelope (blue and red curves in Figure 3

(c)). Its projection in R𝑛
is the envelope, a superset of the sweep

boundary (Figure 3 (b)).

The lifted envelope can also be defined as the intersection of two

implicit surfaces: the sweep set, which is the zero-level set of the

sweep function 𝑓 ; and the silhouette set, which is the zero-level set

of the silhouette function 𝑔 defined as

𝑔(𝑥, 𝑡) =


𝑓 ′ (𝑥, 𝑡), 0 < 𝑡 < 1

−1, 𝑡 = 0

1, 𝑡 = 1

(1)

Like the lifted envelope, the silhouette set can be decomposed into

three components, the contour set (𝑓 ′ (𝑥, 𝑡) = 0, 0 < 𝑡 < 1), the
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Fig. 3. A smooth sweep. (a) The sweep volume and sweep boundary of a
moving circle. (b) The oriented envelope (red/blue curves projected from
contour/caps) and the winding number of each arrangement cell. (c) The
3D sweep set (gray surface) and the lifted envelope (red and blue curves).
(d) The 3D silhouette set (red and blue surfaces).

bottom cap set (𝑓 ′ (𝑥, 𝑡) > 0, 𝑡 = 0), and the top cap set (𝑓 ′ (𝑥, 𝑡) <

0, 𝑡 = 1), respectively containing the contour, bottom cap, and top

cap of the lifted envelope (Figure 3 (d)).

3.2 Characterizing sweep boundary
Given an envelope, the sweep boundary consists of all envelope

points that are not inside the shape at any time during the sweep.

Checking if an envelope point lies on the sweep boundary is typi-

cally done by intersecting the reverse trajectory of the sweep with

the shape [Erdim and Ilieş 2008; Wang et al. 2025]. However, this

process is not only time-consuming but also difficult to generalize

to deformable sweeps, whose inverse trajectories are either difficult

to compute or may not exist.

A key result of [Ju et al. 2025] is that the sweep boundary can

be identified efficiently and robustly using the lifted envelope. The

lifted envelope is assigned an outward orientation. This orientation,

projected onto the envelope, defines a winding number within each

region of the arrangement of the envelope. Intuitively, the winding
number counts the number of times the oriented envelope “wraps”

around a point. The regions with winding number 0 make up the

space outside the sweep volume, and their boundary is the sweep

boundary (see Figure 3 (b)).

3.3 Computing the sweep
The sweep boundary in 3D is computed in two stages. The first stage

computes the lifted envelope in 4D, which is the intersection of two

implicit surfaces (sweep set and silhouette set). This stage starts by

generating an adaptive 4D grid that is more refined around the lifted

envelope. The implicit intersection is computed by first contouring

the silhouette function 𝑔, obtaining a polyhedral silhouette set, and

then contouring the sweep function 𝑓 over the polyhedra, resulting

in a triangulated lifted envelope.

In the second stage, the lifted envelope is projected to 3D and

trimmed to the sweep boundary. Trimming is performed by comput-

ing the arrangement of the self-intersecting triangular mesh using

an existing package [Zhou et al. 2016]. This package also produces

the winding numbers, and the triangles bounding arrangement cells

with zero winding form the sweep surface.

4 Theory
We start with the theoretical foundation of our algorithms. We will

first introduce our sweep representation (Section 4.1), and then

generalize the key results of [Ju et al. 2025] from a smooth sweep to

a CSG sweep (Sections 4.2 and 4.3).

4.1 CSG sweep
We define a sweep in R𝑛

as an implicit CSG in R𝑛+1
. Specifically,

the sweep function 𝑓 (𝑥, 𝑡) for a point 𝑥 ∈ R𝑛
and time 𝑡 ∈ [0, 1] is

the result of performing𝑚𝑖𝑛 and𝑚𝑎𝑥 operations on 𝐶2
-continuous

member functions 𝑓𝑖 (𝑥, 𝑡) for 𝑖 = 1, . . . ,𝑚. The sweep volume is the
set of all points 𝑥 such that 𝑓 (𝑥, 𝑡) < 0 for some 𝑡 . We assume that

the sweep volume is bounded, whose boundary is called the sweep
boundary or sweep surface.
Intuitively, the sweep is constructed by applying set operations

(e.g., union, intersection, difference) to a group of shapes that move

and deform in time. The representation allows the shape to change

not only in geometry but also in topology (e.g., connected compo-

nents and genus). Consider the 2D example in Figure 4 (a), defined

as the difference between two moving disks of different sizes. The

shape changes its geometry continuously, mimicking an “eclipse”

event, and it disappears completely during the “totality”.

It is important to note that the sweep of a CSG is not the same as

the CSG of the sweeps defined by individual member functions. In

the example of Figure 4, sweeping the CSG creates a two-part sweep

volume, shown in (b). However, subtracting the sweep volume of

the larger moving disk from that of the smaller one creates an empty

set, as shown in (c).

Similar to [Ju et al. 2025], we make several genericity assumptions

about the input. Specifically, (i) the zero-level set of any of the

following functions is either empty or an 𝑛-manifold: 𝑓𝑖 and its time

derivative function 𝑓 ′𝑖 = 𝜕𝑓𝑖/𝜕𝑡 for any 𝑖 , and the difference 𝑓𝑖 − 𝑓𝑗
for any {𝑖, 𝑗}; (ii) the intersection between any 𝑘 ≤ 𝑛 + 1 implicit

surfaces, each being either a zero-level set in (i) or the hyperplane

at 𝑡 = 0 or 𝑡 = 1, is either empty or an (𝑛 + 1 − 𝑘)-manifold; and

(iii) the intersection of two implicit surfaces in (ii) have generic

projections to R𝑛
, meaning that subset of the intersection where the

projection map is not invertible has a dimension of at most 𝑛 − 2.

These assumptions exclude sweeps where some member function

𝑓𝑖 is stationary, which violates (i) because 𝑓 ′𝑖 is zero everywhere, or

where two member functions differ by a constant multiplier, which

violates (ii) because their zero-level sets are identical.

4.2 Lifting the sweep
We follow [Ju et al. 2025] and consider the CSG sweep volume in R𝑛

as the projection of a lifted sweep volume in R𝑛+1
consisting of all
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Fig. 4. A deforming CSG defined by subtracting a bigger moving disk from
a smaller one (a) produces a sweep volume (b), while the difference between
the sweep volumes of the two disks is empty (c).

space-time points {𝑥, 𝑡} where 𝑓 (𝑥, 𝑡) < 0. This volume is bounded

by the sweep set, an 𝑛-manifold in R𝑛+1
(due to genericity) defined

by the zero-level set 𝑓 (𝑥, 𝑡) = 0.

Unlike in a smooth sweep considered by [Ju et al. 2025], the sweep

set in a CSG sweep is only piecewise-smooth. It is made up of smooth

pieces, each lying on the level set of a single member function,

that meet sharply (with 𝐶0
continuity). Consider the 2D example in

Figure 5 (a), defined by intersecting two moving disks. The sweep

volume of this rolling “lens” is shown in (b), and its lifting in (d).

Observe that the cylindrical sweep set in (d) consists of two smooth

patches, each being the trajectory of an arc of the lens as it travels

over time. The two patches meet along two sharp creases, which

are the trajectories of the two sharp corners of the lens.

Lifted envelope. [Ju et al. 2025] formulates the sweep boundary

by projecting and trimming the silhouette of the sweep set, known

as the lifted envelope. As the sweep set of a CSG sweep is only

piecewise-smooth, some silhouette points may lie on the sharp

creases of the sweep set (e.g., green curves in Figure 5 (d)). Note

that the time derivative of the sweep function 𝑓 ′ is undefined on

those creases. To identify such silhouette points, we observe that

the two member functions whose level sets meet there must have

opposite signs in their time derivatives.

Specifically, we say 𝑓𝑖 is dominant at a space-time point {𝑥, 𝑡}
if 𝑓𝑖 (𝑥, 𝑡) = 𝑓 (𝑥, 𝑡). Each smooth patch of the sweep set lies on

the level set of a single dominant function, which is an 𝑛-manifold

due to genericity. The crease where 𝑘 smooth patches meet has 𝑘

dominant functions, and it forms an (𝑛+ 1−𝑘)-manifold. Denote by

𝛼 (𝑥, 𝑡) the indices of the dominant functions at {𝑥, 𝑡}. We expand

the classification of lifted envelope points from three types in a

smooth sweep to four types in a CSG sweep:

• Smooth Contour: 𝑡 ∈ (0, 1), 𝑓 (𝑥, 𝑡) = 0, ∃𝑖 ∈ 𝛼 (𝑥, 𝑡) s.t.

𝑓 ′𝑖 (𝑥, 𝑡) = 0.

• Sharp Contour : 𝑡 ∈ (0, 1), 𝑓 (𝑥, 𝑡) = 0, ∃𝑖, 𝑗 ∈ 𝛼 (𝑥, 𝑡) s.t.
𝑓 ′𝑖 (𝑥, 𝑡) 𝑓 ′𝑗 (𝑥, 𝑡) < 0.

• Bottom cap: 𝑡 = 0, 𝑓 (𝑥, 𝑡) = 0, ∃𝑖 ∈ 𝛼 (𝑥, 𝑡) s.t. 𝑓 ′𝑖 (𝑥, 𝑡) > 0.

Fig. 5. A CSG sweep. (a) A rolling “lens” created by intersecting two moving
disks. (b) The sweep volume and sweep boundary. (c) The oriented envelope
(red, green, blue curves projected from smooth contours, sharp contours,
and caps) and the winding number of each arrangement cell. (d) The 3D
sweep set (gray surface) and the lifted envelope (red, green, and blue curves).
(e) The 3D silhouette set (red, green, and blue surfaces).

• Top cap: 𝑡 = 1, 𝑓 (𝑥, 𝑡) = 0, ∃𝑖 ∈ 𝛼 (𝑥, 𝑡) s.t. 𝑓 ′𝑗 (𝑥, 𝑡) < 0.

The smooth contour generalizes the contour type in [Ju et al. 2025]

and lies on a smooth patch of the sweep set. The sharp contour is

unique to a CSG sweep and lies on the sharp creases of the sweep

set. These two types are shown as red and green curves in Figure 5

(d). The smooth and sharp contours project to parts of the envelope

that are swept respectively by the smooth boundary patches and

sharp features of the shape, as shown in Figure 5 (c). By genericity,

each type of lifted envelope point forms an (𝑛−1)-manifold in R𝑛+1
,

and different types meet at (𝑛 − 2)-manifolds.

Silhouette set. As in a smooth sweep, the lifted envelope in a CSG

sweep can also be defined as the intersection between two implicit

surfaces in R𝑛+1
. We define the silhouette function 𝑔 as the time

derivative of the dominant function with constant values on the top

and bottom time planes:

𝑔(𝑥, 𝑡) =


𝑓 ′𝑖 (𝑥, 𝑡), 0 < 𝑡 < 1,∀𝑖 ∈ 𝛼 (𝑥, 𝑡)
−1, 𝑡 = 0

1, 𝑡 = 1

(2)

Since 𝑔 is discontinuous, both at the top and bottom time planes and

where there are multiple dominant functions, we take the boundary

of the sublevel set 𝑔(𝑥, 𝑡) < 0 as its zero-level set, the silhouette set.
The lifted envelope is therefore the intersection of two zero-level

sets: the sweep set (of the sweep function 𝑓 ) and the silhouette set

(of the silhouette function 𝑔).
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Like the sweep set, the silhouette set is also piecewise-smooth. It

can be decomposed into four subsets, each containing one type of

lifted envelope points (see Figure 5 (e)):

• Smooth contour set: 𝑡 ∈ (0, 1), ∃𝑖 ∈ 𝛼 (𝑥, 𝑡) s.t. 𝑓 ′𝑖 (𝑥, 𝑡) = 0.

• Sharp contour set: 𝑡 ∈ (0, 1),∃𝑖, 𝑗 ∈ 𝛼 (𝑥, 𝑡) s.t. 𝑓 ′𝑖 (𝑥, 𝑡) 𝑓 ′𝑗 (𝑥, 𝑡) <
0.

• Bottom cap set: 𝑡 = 0, ∃𝑖 ∈ 𝛼 (𝑥, 𝑡) s.t. 𝑓 ′𝑖 (𝑥, 𝑡) > 0.

• Top cap set: 𝑡 = 1, ∃𝑖 ∈ 𝛼 (𝑥, 𝑡) s.t. 𝑓 ′𝑗 (𝑥, 𝑡) < 0.

Points on the silhouette set with the same set of dominant func-

tions form a smooth 𝑛-manifold. In particular, points on the smooth

contour set dominated by 𝑓𝑖 lie on the zero-level set of 𝑓 ′𝑖 , while
points on the sharp contour set dominated by a pair {𝑓𝑖 , 𝑓𝑗 } lie on
the zero-level set of the difference 𝑓𝑖 − 𝑓𝑗 .

Summary. To recap, the key difference between lifting a smooth

sweep and a CSG sweep is that the latter introduces a new com-

ponent to the lifted envelope, the sharp contour. Intuitively, the
projection of the sharp contour is swept by the sharp features of the

shape. The lifted envelope is an intersection of two implicit surfaces,

which are both smooth in a smooth sweep but piecewise-smooth

in a CSG sweep. For the latter, one of these two implicit surfaces

(the sweep set) is made up of zero-level sets of member functions,

and the other (the silhouette set) is made up of zero-level sets of the

time derivatives and pairwise differences of member functions.

4.3 Characterizing sweep boundary
Ju et al. [2025] developed a robust and efficient characterization of

the sweep boundary as a subset of the (projected) envelope. The key

to their characterization is defining an outward orientation of the

lifted envelope, which yields winding numbers over the arrange-

ment of the envelope. Their orientation definition makes use of

derivatives of the (smooth) sweep function and silhouette function.

We will extend their orientation definition to piecewise-smooth

sweep and silhouette functions, and show that the resulting wind-

ing numbers correctly identify the sweep boundary.

In a smooth sweep, the outward orientation at a point 𝑝 on

the lifted envelope is represented as a tangent basis Σ such that

det({Σ,∇𝑓 (𝑝),∇𝑔(𝑝)}) > 0, where 𝑓 , 𝑔 are the sweep and silhou-

ette functions and ∇ denotes the gradient. This definition is readily

applicable to the smooth contour and caps in a CSG sweep, where 𝑓

is identical to one dominant member function and is smooth. How-

ever, it would not work on the sharp contour, where two dominant

functions meet with 𝐶0
continuity.

We orient a sharp contour by examining the gradients of its two

dominant functions. Consider a point 𝑝 on a sharp contour domi-

nated by member functions 𝑓1, 𝑓2 such that 𝑓 ′
1
(𝑝) 𝑓 ′

2
(𝑝) < 0. Without

loss of generality, we assume that 𝑓 ′
1
(𝑝) > 0 and 𝑓 ′

2
(𝑝) < 0. As the

sharp contour lies on the zero-level sets of both 𝑓1 and 𝑓2, a tangent

basis Σ at 𝑝 is orthogonal to both ∇𝑓1 (𝑝) and ∇𝑓2 (𝑝). Due to generic-
ity, the two gradients are not parallel, and hence {Σ,∇𝑓1 (𝑝),∇𝑓2 (𝑝)}
forms a basis of R𝑛+1

. On the other hand, consider a binary-tree

representation of the CSG expression associated with 𝑓 , where the

internal nodes are𝑚𝑖𝑛 and𝑚𝑎𝑥 operators and the leaves are the

member functions. Let □ be the operator at the unique internal

node where the leaves representing 𝑓1, 𝑓2 reside in different child

sub-trees. We say Σ is outward if either:

Fig. 6. Outward orientation on a smooth (left) and sharp (right) contour in
the sweep example of Figure 5.

• □ =min and det({Σ,∇𝑓1 (𝑝),∇𝑓2 (𝑝)}) > 0, or

• □ =max and det({Σ,∇𝑓1 (𝑝),∇𝑓2 (𝑝)}) < 0.

Figure 6 illustrates the outward orientation assignment on the

smooth and sharp contour of the CSG sweep in Figure 5.

To identify the sweep boundary, we first project the tangent

basis from R𝑛+1
(lifted envelope) to R𝑛

(envelope). A point 𝑥 on

the envelope is said to be regular if it avoids the intersections and
singularities. That is, there is a unique time 𝑡𝑥 such that {𝑥, 𝑡𝑥 } is
on the smooth part of the lifted envelope, whose tangent space at

{𝑥, 𝑡𝑥 } does not include the time direction. By genericity, the non-

regular points are isolated in the sense that their dimensionality is at

most 𝑛 − 2 (while the envelope is of dimension 𝑛 − 1). The envelope

is said to be outward-oriented if each regular point is associated with

a tangent basis in R𝑛
that is projected from an outward tangent

basis of the lifted envelope at {𝑥, 𝑡𝑥 }. The sweep boundary can be

identified as follows,

Theorem 4.1. The boundary of a CSG sweep in R𝑛 is the subset
of the outward-oriented envelope that bounds the subsets of R𝑛 with
winding number 0.

The proof is given in the Supplemental Materials (Section 2.1).

The proof also shows that an intuitive construction of the outward

orientation in a smooth sweep, described in [Ju et al. 2025], works

on a CSG sweep as well. Recall that the lifted envelope is the in-

tersection of the zero-level sets of 𝑓 and 𝑔. To obtain the outward

orientation, first orient the silhouette set (zero-level set of 𝑔) so

that it faces the subspace of R𝑛+1
with positive 𝑔, then orient the

lifted envelope (zero-level set of 𝑓 on the silhouette set) so that it

faces the subspace of the oriented silhouette set with positive 𝑓 .

Our algorithm leverages this construction to ensure the outward

orientation of the discretized envelope (see Section 5).

4.4 Sharp features
We conclude this section with an analysis of the sharp features

on the sweep boundary. Such features come in three flavors: self-

intersections of the envelope, edges on the shape at the beginning

or end of the sweep (called sweep-end features), and creases created

during sweeping (called in-sweep features). The three types are

colored green, red, and blue in Figure 2 (d).

Furthermore, we can characterize the sweep-end and in-sweep

features by the structure of the lifted envelope. Consider a segmen-

tation of the lifted envelope by the component type, namely the

sharp or smooth contours and the top or bottom caps, and further

by the set of dominant functions (see Figure 7 (a,b,c)). As explained
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Fig. 7. The sweep boundary in Figure 2 (d) segmented by the component
type of the (lifted) envelope and dominant function sets in three different
views (a,b,c). Green-ish, red-ish, and blue-ish colors indicate sharp contour
segments, smooth contour segments, and cap segments. The zoom-ins in
(d) show there is no sharp edge between a smooth contour segment and
adjacent segments.

in detail in the Supplemental Materials (Section 3), sweep-end fea-

tures are located between two cap segments with different dominant

functions or between a cap segment and a sharp contour segment,

while in-sweep features are located between two sharp contour

segments with different dominant functions. Note that a smooth

contour segment always meets adjacent segments (contours or caps)

with 𝐺1
continuity (Figure 7 (d)).

5 Method overview
We now describe our method for discretely approximating a CSG

sweep boundary in 3D. Our method follows the overall pipeline of

[Ju et al. 2025], which first discretizes the envelope and then trims

it to the sweep boundary. The process consists of four main steps

and is illustrated in Figure 8 using a 2D sweep (Figure 5):

(1) Generate a grid in 4D with an adaptive resolution so that the

space around the lifted envelope is more refined.

(2) Compute the silhouette set as a polyhedral mesh by contour-

ing the silhouette function 𝑔 in the grid.

(3) Compute the lifted envelope as a triangular mesh by contour-

ing the sweep function 𝑓 on the silhouette set.

(4) Compute the arrangement of the envelope and output trian-

gles that bound arrangement cells with zero winding.

The pipeline produces a water-tight, intersection-free triangular

mesh with embedded sharp features. Both sweep-end and in-sweep

features are obtained from the dominant functions provided by the

computation of the silhouette set (Step 2), and the self-intersections

of the envelope are obtained by mesh arrangement (Step 4). The

outward orientation of the lifted envelope required for trimming is

obtained by orienting the silhouette set towards the 4D space with

positive 𝑔 in Step 2 and orienting the lifted envelope towards the

3D sub-space of the silhouette set with positive 𝑓 in Step 3.

Our method leverages existing solutions for the last two steps

and introduces new algorithms for the first two steps. The oriented

Fig. 8. Overview of our method on a 2D sweep (Figure 5). (a): Generating
an adaptive grid consisting of a triangular mesh and time samples (orange)
(Section 7). (b): Extracting the polygonal silhouette set on the grid (Section 6).
(c): Computing the lifted envelope curve on the silhouette set. (d): Trimming
the projected envelope.

lifted envelope in Step 3 is computed using the "Marching Polyhedra"

algorithm in [Ju et al. 2025], and the mesh arrangement and the

winding numbers in Step 4 are obtained from [Zhou et al. 2016].

Our main contribution is computing a piecewise-smooth silhouette

set in Step 2, which we describe next (Section 6). We then present

an extension of the 4D grid refinement algorithm in [Ju et al. 2025]

to generate the adaptive grid in Step 1 (Section 7).

6 Computing the silhouette set
The silhouette set is the zero-level set of the silhouette function 𝑔

(Equation 2) in the lifted space. One could approximate the silhou-

ette set by directly contouring 𝑔 using implicit surfacing methods

designed for higher dimensions [Bhaniramka et al. 2004; Castelo

et al. 2022; Schwaha and Heinzl 2010]. However, these methods

cannot capture the sharp features of the piecewise-smooth silhou-

ette set. This would result in the loss of sharp features on the lifted

envelope, which is the zero-level set of the sweep function 𝑓 on

the silhouette set, and in turn, the loss of sharp features on the

sweep boundary. To recover the sharp features, we shall explicitly

compute the intersections between the implicit surfaces underlying

each smooth component of the silhouette set.

We first introduce a general and robust algorithm for discretizing

the arrangement of level sets of multiple functions – a full spatial

decomposition of R𝑛
that includes the level sets and their intersec-

tions (Section 6.1). We then adapt the algorithm to the pairwise

differences between functions (Section 6.2), whose level sets contain

the sharp contour set. Finally, we present the complete algorithm for

computing the silhouette set (Section 6.3). All algorithms presented

in this section are applicable to arbitrary dimensions.
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6.1 Arrangement of implicit surfaces
We describe an algorithm that discretizes the arrangement of the

zero-level sets of scalar functions {ℎ1, . . . , ℎ𝑚} in R𝑛
. Our algorithm

works on any “black-box” functions where the only information

available is the function values at a query point, and it does not

require ℎ𝑖 to be generic.

We follow the iterative refinement approach taken by existing

arrangement methods designed for 3D functions [Bagley et al. 2016;

Du et al. 2022; Guo et al. 2021; Kim et al. 2000]. An initial grid is

sequentially “cut” by the zero-level sets of ℎ1, . . . , ℎ𝑚 , where each

cut results in a more refined grid that embeds the zero-level set as a

subset of grid elements. We represent the grid as a cell complex, a
collection of cells of different dimensions that decompose a domain

Ω ⊂ R𝑛
. A 𝑘-dimensional cell (or 𝑘-cell) is a 𝑘-dimensional polytope,

which is in turn bounded by (𝑘 − 1)-cells (if 𝑘 > 0) called faces.
The cell complex representation offers greater flexibility than the

commonly used simplicial grids (e.g., tetrahedral meshes in 3D). It

not only accommodates a wider range of grid types, such as the

columnar grid used in [Ju et al. 2025] and our method (see Section

7), but also avoids the need to re-tesselate cells after each cut.

Cutting a cell complex 𝐶 by the zero-level set of ℎ𝑖 generates a

new cell complex, where each cell is associated with a sign ofℎ𝑖 . The

zero-level set of ℎ𝑖 consists of all zero-signed cells. Our algorithm

processes cells of 𝐶 in the order of increasing dimensionality. A

𝑘-cell whose vertices exhibit a sign change is split by one or more

walls, which are (𝑘 − 1)-cells with a zero sign, into two or more

rooms, which are 𝑘-cells with positive or negative signs. The rooms

and walls in a cell are constructed, in turn, from rooms and walls on

the faces of the cell. The algorithm proceeds in the following steps:

(1) For each 0-cell 𝑐 (a vertex), evaluate ℎ𝑖 (𝑐). Exact zeros are
replaced by a small positive constant.

(2) For each 1-cell 𝑐 (an edge) connecting two vertices with dif-

ferent signs, create a new vertex (a 0-wall) with a zero sign at

the zero-crossing on 𝑐 computed by linear interpolation. The

new vertex splits 𝑐 into two edges (1-rooms), each inheriting

the sign of a vertex of 𝑐 (Figure 9 (a)).

(3) For each 2-cell 𝑐 (a polygon) where at least one boundary edge

has been split, traverse the boundary and connect successive

pairs of 0-walls into new edges (1-walls) with a zero sign. The

new edges split 𝑐 into multiple polygons (2-rooms), each with

a positive (resp. negative) sign and bounded by a connected

component of the non-negative (resp. non-positive) set of

𝑐’s faces, 1-rooms on the faces, and the newly built 1-walls

(Figure 9 (b)).

(4) For each 𝑘 = 3, . . . , 𝑛 and each 𝑘-cell 𝑐 where at least one face

has been split, create one new (𝑘 − 1)-cell (a (𝑘 − 1)-wall)
with a zero sign for each connected component of (𝑘 − 2)-
walls on the faces. These walls split 𝑐 into multiple 𝑘-cells (𝑘-
rooms), each with a positive (resp. negative) sign and bounded
by a connected component of the non-negative (resp. non-

positive) set of 𝑐’s faces, (𝑘 − 1)-rooms on the faces, and the

newly built (𝑘 − 1)-walls (Figure 9 (c)).
The result of sequential cutting is a cell complex where each

cell is associated with𝑚 signs, one for each function. The discrete

zero-level set of ℎ𝑖 consists of all cells having a zero sign for ℎ𝑖 ,

Fig. 9. Splitting a 1-cell (a), 2-cell (b), and 3-cell (c). Positive, negative and
zero-signed cells are colored red, blue, and green, respectively.

and the intersection of two or more zero-level sets consists of cells

having a zero sign for each function. We show that our algorithm

discretizes each level set, or intersection between level sets, as a

gap-free manifold of the appropriate dimension (𝜕𝐶 denotes the

boundary of 𝐶):

Theorem 6.1. The discrete intersection of zero-level sets of 𝑘 func-
tions 𝐻 ⊆ {ℎ1, . . . , ℎ𝑚}, for any 𝑘 = 1, . . . ,min(𝑚,𝑛), computed by
the arrangement algorithm on an 𝑛-manifold cell complex 𝐶 is a
(possibly empty) (𝑛 − 𝑘)-manifold whose boundary is on 𝜕𝐶 .

The proof is given in the Supplemental Materials (Section 2.2).

Our cell complex representation can be enriched with the assign-

ment of cell orientations, which are important later on for orienting

the silhouette set. The orientation of a cell is expressed by the ori-

entation of its faces. For example, the orientation of a polyhedron

in 3D can be defined by the orientation of its polygonal faces (i.e.,

inward or outward), and each polygon’s orientation, in turn, can be

defined by the edge directions. An orientation assignment is consis-
tent if all faces of each cell are oriented inward or outward, and if

faces shared by adjacent 𝑛-cells are assigned opposite orientations.

In the Supplemental Materials (Section 4), we detail the definition

of orientation and conditions of consistency, and we show how our

arrangement algorithm can be augmented to produce a consistently

oriented cell complex.

6.2 Dominance map
The arrangement algorithm presented above ensures that the in-

tersections of the discrete level sets have the proper dimensions.

However, the level sets of difference functions 𝑓𝑖 − 𝑓𝑗 , which we

call the equal set of {𝑓𝑖 , 𝑓𝑗 }, violate this property: the intersection of

equal sets of {𝑓1, 𝑓2} and {𝑓2, 𝑓3} also lies on the equal set of {𝑓1, 𝑓3},
making the intersection of the three equal sets have the same di-

mension as the intersection of two equal sets. As our algorithm

enforces the proper dimensions of the intersections, it would fail

to identify the common intersections among the three equal sets,

thus producing cells with inconsistent orderings of functions (see

the red triangle in Figure 10).
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Fig. 10. Discrete arrangement of equal sets among three functions 𝑓1, 𝑓2, 𝑓3
may produce an inconsistent ordering (red triangle).

Instead of modifying the arrangement algorithm to work on the

equal sets of difference functions, which may involve a non-trivial

effort, our solution is to compute the arrangement of a different

group of equal sets. This new group contains the sharp contour set,

just like the equal sets of the difference functions, but has intersec-

tions at proper dimensions. Consider a sweep function 𝑓 in R𝑛+1

defined by a CSG expression and member functions 𝑓1, . . . , 𝑓𝑚 . As

in Section 4.3, we consider the CSG expression as a binary tree, 𝑇 ,

with the member functions at the leaves and themin/max operators

at the internal nodes. Note that the subtree rooted at an internal

node defines a “partial” CSG function, which we call a node function.
Unlike the smooth member functions at the leaves, the node func-

tions at the internal nodes are only piecewise-smooth. The node

function at the root of 𝑇 is identical to the sweep function 𝑓 .

Our key observation is that the equal sets between the (node

or member) functions at the two children of each internal node

intersect at proper dimensions. Denote the𝑚 − 1 internal nodes of

𝑇 as 𝑣1, . . . , 𝑣𝑚−1, and let 𝑆𝑖 be the equal set of 𝑣𝑖 ’s two child (node

or member) functions. We prove in the Supplemental Materials

(Section 2.3) that:

Theorem 6.2. Let 𝑓 be a CSG sweep function in R𝑛+1 with 𝑚

member functions.

(1) The union
⋃

𝑖 𝑆𝑖 contains the sharp contour set of 𝑓 .
(2) For any subset of 𝑘 equal sets 𝑆 ⊆ {𝑆1, . . . , 𝑆𝑚−1}, where 𝑘 ∈

[1,min(𝑛 + 1,𝑚 − 1)], ⋂ 𝑆 is an (𝑛 − 𝑘 + 1)-manifold.

Intuitively, the equal set 𝑆𝑖 consists of points where the member

functions dominant in the node function 𝑟𝑖 at node 𝑣𝑖 are the union

of those dominant in the two child functions of 𝑣𝑖 . The equal set

divides the space into two regions, each consisting of points where

the dominant member functions in 𝑟𝑖 come from the same child node

of 𝑣𝑖 . As a result, the union of all 𝑆𝑖 decomposes R𝑛+1
into regions

within which all points share the same dominant member functions

at each internal node of 𝑇 . We therefore call the arrangement of 𝑆𝑖
the dominance map.

The dominance map can be discretized by applying our arrange-

ment algorithm to the𝑚 − 1 differences between the child (member

or node) functions at every internal node. Since each node function

𝑟𝑖 is determined from the functions at the children of 𝑣𝑖 , we order the

difference functions in the arrangement computation by a pre-order

Fig. 11. Computing a 1D dominance map of four linear functions (a) and a
CSG tree (b) by iteratively cutting a cell complex (a single 1-cell) with the
equal sets 𝑆𝑖 of the tree nodes 𝑣𝑖 for 𝑖 = 1, 2, 3 (c). Each step in (c) shows the
two child functions (thin colored lines) that define the equal set 𝑆𝑖 and the
parent node function 𝑟𝑖 (thick gray lines), as well as the dominant member
function (indicated by color) in each 𝑟𝑖 at each 1-cell (bottom).

of the internal nodes (i.e., parents are preceded by their children).

For the purpose of extracting the silhouette set, we also record the

dominant member function(s) in 𝑟𝑖 at each cell after cutting by the

equal set 𝑆𝑖 . Figure 11 shows an example of computing the domi-

nance map of four 1-dimensional (linear) member functions (a) and

a CSG tree (b), showing the refined 1-dimensional cell complex and

updated dominant functions after each cut (c).

6.3 Silhouette set
We now describe our algorithm for computing the silhouette set of

a sweep in R𝑛
defined by a CSG sweep function 𝑓 in R𝑛+1

. Recall

that the silhouette set consists of the top and bottom cap sets, the

smooth contour set, and the sharp contour set.

We first compute a cell complex where components of the sil-

houette set are embedded as cells. We start with an initial (𝑛 + 1)-
dimensional cell complex 𝐶 where the top and bottom time planes

(𝑡 = 0, 1) are embedded as subsets of cells (see the next section). As a

result,𝐶 contains the top and bottom cap sets. Next, we compute the

arrangement of the zero-level sets of 𝑓 ′𝑖 on𝐶 (Section 6.1), producing

a refined complex 𝐶′
that contains the smooth contour set. Finally,

we compute the dominance map on 𝐶′
(Section 6.2), producing the

final complex 𝐶∗
that contains the sharp contour set. These steps

are illustrated in Figure 12 (a,b,c) for the 2D example in Figure 5.

Next, we extract the silhouette set from the refined complex 𝐶∗

(Figure 12 (d)). The arrangement algorithm equips each cell with

the dominant functions and the time derivative signs of all member

functions. We call the sign of the time derivative of the dominant

function at each (𝑛 + 1)-cell its time sign. Following the definition
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Fig. 12. Computing the silhouette set: initial cell complex (a), computing
the arrangement of zero-level sets of time derivatives (b), computing the
dominance map (c), and extracting components of the silhouette set (d).

of the silhouette set components in Section 4.2, we can identify the

𝑛-cells in 𝐶∗
that make up each component as:

• Smooth (resp. sharp) contour set: 𝑛-cells with one (resp. two)

dominant function(s) and are faces of two (𝑛 + 1)-cells with
different time signs.

• Bottom (resp. top) cap set: 𝑛-cells on the bottom (resp. top)

time plane that are faces of a single (𝑛 + 1)-cell with positive

(resp. negative) time sign.

We orient each 𝑛-cell towards (resp. away from) the incident

(𝑛 + 1)-cell with positive (resp. negative) time sign, using the ori-

ented cell complex representation described in the Supplemental

Materials (Section 4). We also pass the component type and domi-

nant functions in each𝑛-cell of the silhouette set onto the (𝑛−1)-cells
of the lifted envelope computed within them, and further onto the

projected and trimmed envelope. These attributes enable the extrac-

tion of sharp features on the sweep boundary, as characterized in

Section 4.3.

7 Grid generation
To compute the lifted envelope of a sweep in R𝑛

, we need a grid

that discretizes the spatial-temporal domain in R𝑛+1
that encom-

passes the lifted sweep volume. To capture the possibly complex

geometry of the lifted envelop without an excessively large number

of elements, it is essential that the grid has a varying resolution in

space and time that adapts to the geometry of the lifted envelope.

Our grid generation method for 𝑛 = 3 closely follows that of [Ju

et al. 2025]. Their method generates a columnar grid that consists of
a tetrahedral mesh in 3D and time samples at each mesh vertex. The

4D grid is generated by extruding each tetrahedron in time, creating

a 4D “column” whose vertices are the time samples at the vertices

of the tetrahedron. This “3.5-D” representation has several benefits

for computing the sweep surface. Compared with a simplicial grid,

the columnar grid has fewer grid elements, which leads to faster

computation of the lifted envelope and fewer triangles on the sweep

surface. It also tends to result in better-shaped triangles on the

sweep surface. Last but not least, generating a columnar grid with

adaptive spatial-temporal resolution can leverage existing methods

for simplicial refinement in 3D (e.g., [Ju et al. 2024]).

We adopt the columnar grid representation and modify the gener-

ation method in [Ju et al. 2025]. Given an initial grid, their method

refines the columns either in space (by refining the tetrahedral mesh)

or in time (by adding time samples to mesh vertices). A 4D column

𝑐 is considered for refinement if it meets the following criteria:

(1) 𝑐 is not completely inside the lifted sweep volume.

(2) 𝑐 intersects with the lifted envelope.

(3) The discretization error of the silhouette set (or lifted enve-

lope) in 𝑐 exceeds some threshold 𝜖𝑠𝑖𝑙 (or 𝜖𝑒𝑛𝑣).

These criteria are implemented on a simplicial decomposition of 𝑐

whose vertices are the time samples. Checking each criterion boils

down to either testing for zero-crossing (1,2), or bounding the level

set approximation error (3), of a single function or a pair of functions

in a 4D simplex.

We follow the same set of criteria, but extend their implementa-

tion to a CSG sweep. While both the silhouette set and the lifted

envelope in a smooth sweep are defined by a single function, they

are defined by multiple functions in a CSG sweep. In particular,

the smooth and sharp contour set on the silhouette set is locally

defined by one or two functions that are dominant, and the same is

for the smooth and sharp contour on the lifted envelope. To check

the refinement criteria in a 4D simplex 𝑠 , we first identify the set

𝐷 of dominant functions as the union of dominant functions at the

vertices of 𝑠 . We then check the criteria in 𝑠 for the smooth contour

(set) defined by each function in 𝐷 and for the sharp contour (set)

defined by each pair of functions in 𝐷 . An example grid for the 2D

sweep in Figure 5 is shown in Figure 8 (a).

8 Results
We evaluate our method on both rigid and non-rigid sweeps in 3D.

Our algorithm is implemented in C++, and the experiments are

conducted on a Windows PC with an AMD 3970x CPU and 256

GB of RAM. All inputs are scaled to a unit bounding box. The only

parameters are those controlling the grid refinement. The initial

tetrahedral grid is generated by Kuhn’s subdivision of a 4
3
cubical

grid of the bounding box. Unless stated otherwise, the refinement

parameters 𝜖𝑠𝑖𝑙 , 𝜖𝑒𝑛𝑣 (see Section 7) are both set to be 10
−4
.

8.1 Validation
To validate the accuracy of the sweep surface and feature curves

produced by our method, we consider a tetrahedron moving and

rotating around a common axis (i.e., a screw motion); see Figure

13 (a,b). The sweep boundary, which is identical to the envelope,

has a simple analytical form consisting of two triangles at each end

of the sweep connected by four ruled surfaces, each swept by a

tetrahedral edge. The triangles and ruled surfaces are separated by

sharp features that are either straight or spiral segments.

We measure the Chamfer Distance (CD) of the sweep surface and

feature curves computed by our method with a fine tessellation of

ACM Trans. Graph., Vol. 45, No. 6, Article 185. Publication date: December 2026.



CSG Sweeps: Feature-aware sweep surfacing of deformable CSGs • 185:11

Fig. 13. (a) A tetrahedron under screw motion. (b) Sweep surface with
feature curves. (c) Chamfer distance between the sweep surface and feature
curves computed by our method and ground truth with decreasing 𝜖𝑒𝑛𝑣, 𝜖𝑠𝑖𝑙 .
(d) Running time as 𝜖𝑒𝑛𝑣, 𝜖𝑠𝑖𝑙 decrease.

their analytical counterparts. Using our default parameter setting

(𝜖𝑠𝑖𝑙 = 𝜖𝑒𝑛𝑣 = 10
−4
), the surface and curve CDs are respectively

2.5 × 10
−5

and 1.6 × 10
−5
. We also plot the CDs as each parameter

varies while keeping the other parameter at its default value in

Figure 13 (c). Observe that the errors converge to zero at a near-linear

rate with the decreasing 𝜖𝑒𝑛𝑣 , the parameter that directly controls

the approximation accuracy of the envelope, while decreasing 𝜖𝑠𝑖𝑙
has a less direct impact on errors.

8.2 Comparisons
We compare our method with two recent sweep surfacing methods

[Ju et al. 2025; Sellán et al. 2021]. Like our method, Ju et al. [2025]

can sweep deformable shapes, but it is restricted to smooth func-

tions. To test it on a piecewise-smooth CSG function, we replace the

min/max operations with “soft” booleans (see details in Supplemen-

tal Materials Section 5). The implicit continuation method of Sellan

et al. [2021] works on any shape represented as a signed distance

function (SDF), including piecewise-smooth surfaces such as a tri-

angular mesh. However, it is limited to rigid-body motions. As a

result, we use only rigid sweeps for this comparison. While [Adsul

et al. 2016; Machchhar et al. 2017] can also sweep piecewise-smooth

shapes under rigid-body motions, we are not able to obtain their

code or program for comparison.

We conduct the comparison on two rigid sweeps, a rolling tetra-

hedron (Figure 2) and a moving and twisting cube (Figure 16). In

both examples, the method of Sellan et al. does not produce any

sharp features. While Ju et al. can identify sharp creases where

the envelope self-intersects (green curves), other sharp features are

rounded due to the use of soft boolean to create a smooth function.

Our method identifies both the in-sweep (blue curves) and sweep-

end (red curves) features. Observe from the inserts that the meshes

produced by our method are much sharper at those features than

other methods at a comparable mesh size.

Fig. 14. Sweep surface of a moving, twisting, and stretching cube (top-left).

Fig. 15. Sweep surface (bottom, showing two sides) of a rolling tetrahedron
cut by a moving plane (top, the trajectory is stretched out for visualization).

8.3 Deforming sweeps
We next demonstrate our method’s ability to sweep deforming

shapes while capturing the sharp features. Figure 14 modifies the

twisting cube example of Figure 16 by stretching the cube in two

directions as it moves, creating a sweep surface that shares a similar

structure of feature curves with that in Figure 16. A larger defor-

mation is seen in Figure 15, where a tetrahedron is “shaved” by a

moving plane (from far to near) as the tetrahedron rolls, thus chang-

ing its shape from a tetrahedron to a triangular prism and back to a

tetrahedron. An example involving a CAD model of a bolt is shown

in Figure 17, where the shaft shortens as the bolt spins. The bottom

picture visualizes the composition of the sweep surface as sharp

contour segments (greenish patches), smooth contour segments

(reddish patches), and cap segments (blueish patches).

While the sweeps above involve only changes in the shape’s

geometry, ourmethod can handle topological changes as well. Figure

18 shows a rolling tetrahedron being subtracted by a rolling torus

that moves in the opposite direction. Note that the tetrahedron

breaks into multiple components in the middle of the sweep. A
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Fig. 16. Comparing [Sellán et al. 2021] (a), [Ju et al. 2025] (b), and ours (c, with different surface opacity and with or without curves) on a moving and twisting
cube. In-sweep features, sweep-end features, and envelope self-intersections are marked by blue, red, and green curves.

larger topological change is demonstrated in Figure 1, where a

growing sphere is subtracted from a rolling tetrahedron, altering

both its genus (from 3 to 0) and number of components (from 1 to

4). Finally, Figure 19 shows two sweep sequences, both involving a

rolling genus-5 wire ball defined by subtracting 3 cylinders and a

sphere from a larger sphere. In addition, the shape in the first sweep

is cut by a plane that moves downward, changing its genus from 5 to

0. The shape in the second sweep is cut by two moving planes into

a thin moving slice made up of a varying number of components.

To better capture the complex surface geometry, we used a smaller

parameter setting of 𝜖𝑒𝑛𝑣 = 𝜖𝑠𝑖𝑙 = 5 × 10
−5

for these two sweeps.

In all examples, our method is able to model the complex network

of feature curves on the sweep surface and keep the meshes sharp

at those features.

8.4 Performance
The running time of our method is dominated by the computation

of the lifted envelope, particularly the silhouette set in 4D (Section

6). Main factors affecting the performance include the grid resolu-

tion (controlled by the refinement parameters), the number of CSG

member functions, and the geometric complexity of the silhouette

set. Figure 13 (d) plots the runtime for the validation example as a

function of the refinement parameters 𝜖𝑒𝑛𝑣, 𝜖𝑠𝑖𝑙 . We have observed

a similar growth with the refinement level in other examples.

To evaluate the impact of the complexity of the CSG function

on performance, we create two examples with a tunable number of

member functions (see Figure 20 (a)), one resulting from intersecting

linear half-spaces, and another from subtracting smaller spheres

from a larger sphere. Both shapes are swept in a screw motion (same

as in Figure 13 (a)). Observe in Figure 20 (b) that the running times

in both examples exhibit a super-linear growth with the number

of member functions. This is because computing the silhouette set

involves 𝑂 (𝑚) cuts on the cell complex for𝑚 member functions

Table 1. Statistics and timing (in seconds) for examples in the paper.

Fig. 𝑚 tets time samples vertices triangles time (envelope)

15 5 338,424 1,933,760 159,489 318,974 167.21 (108.09)

2 4 393,616 2,498,760 188,103 376,202 188.84 (106.56)

18 5 482,853 2,448,003 274,576 549,194 272.8 (151.91)

1 5 516,496 1,504,572 216,682 433,372 315.96 (228.84)

14 6 411,301 4,476,480 247,177 494,394 492.49 (325.44)

16 6 451,301 4,479,625 272,626 545,410 618.71 (396.9)

19 (2) 7 436,335 2,241,639 298,649 597,358 996.99 (900.21)

19 (1) 6 900,823 5,517,615 630,567 1,261,459 2692.2 (2040.63)

17 10 747,875 11,202,685 763,527 1,527,326 4162.11 (3122.87)

(𝑚 cuts by the zero-level sets of the time derivative functions and

𝑚 − 1 cuts to compute the dominance map), and the cost of each

successive cut increases due to the increasing number of cells.

Finally, we report the performance of our method on the examples

in the paper in Table 1, along with the number of member functions

𝑚, grid size (3D tetrahedra and time samples), and output mesh size

(vertices and triangles). Observe that the runtime is dominated by

envelope computation and generally grows with the grid size and

number of member functions.

9 Discussion
We present a method for surfacing the sweep volume of a moving

and deforming 3D piecewise-smooth solid. Our method generalizes

the lifting formulation of sweeping from a single smooth function

to multiple functions composed by a CSG expression. Leveraging a

robust algorithm for computing multiple intersecting implicit sur-

faces in higher dimensions, our method is able to model the rich set

of sharp features on the sweep boundary for general deformations.

Our work has a number of limitations. Due to the heuristic na-

ture of our top-down refinement approach for generating the grid,

our method cannot guarantee to approximate the sweep boundary

within a distance bound or to produce a correct surface topology.
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Fig. 17. Sweep surface of a moving bolt with a shortening shaft (top) shown
in front and back views. The patches in the bottom are colored by component
types of the envelope and the dominant function sets (see Figure 7).

The computation of the silhouette set in 4D is currently a key bottle-

neck in performance, and it can take a significant amount of time for

complex sweep surfaces involving many CSG primitives (see Table

1). Potential acceleration strategies may include parallelization and

reducing unnecessary cuts in the cell complex. It would also be

interesting to explore how the lifting paradigm can be extended for

sweeps along multiple dimensions (not just time), such as the joint

angles in a multi-joint robot.

The genericity assumptions of our theoretical analysis - that the

level sets of member functions (and derivatives) and their intersec-

tions should have proper dimensions - could be overly restrictive,

as it excludes common scenarios such as stationary or identical

member functions. While our algorithm enforces the proper dimen-

sions by perturbation (in Step (1) in Section 6.1) and thus can handle

non-generic inputs, it could lead to artifacts on the sweep surface.

As an example, the shape in Figure 21 (a) is the union of a capped

Fig. 18. Sweep surface of a rolling tetrahedron subtracted by a rolling torus
in the opposite direction.

Fig. 19. Two sweeps with varying topology where a rolling genus-5 wire
ball is cut by one (top) or two (bottom) moving planes.

cylinder with a hemisphere, where the top cylinder cap and the

hemisphere base share the same plane (i.e., identical member func-

tions). In addition, the shape translates in a direction parallel to

that plane, and hence the plane stays unchanged during the sweep

(i.e., a stationary function). Our method produces an erroneous in-

terior sheet (arrow in (c)), since it considers the two identical planes

(cylinder cap and hemisphere base) different by perturbation, and

incorrectly labels the feature curves (arrow in (b)). Extending the

lifted formulation to non-generic inputs and designing an algorithm

that can properly handle such inputs without perturbation would

be another interesting direction to explore.
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Fig. 20. (a): Shapes defined by a variable number𝑚 of planes (top) and
spheres (bottom). (b) Running time for surfacing each shape swept in a
screw motion (see Figure 13 (a)) as a function of𝑚.

Fig. 21. A non-generic sweep (a), the sweep surface computed by ourmethod
(b), and a cross-sectional view (c).
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